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Today, our society is on the threshold of being transformed into a hybrid society in which we as humans are 
facing more and more interactions with artificial agents. This includes autonomous robots that start to appear in 
our homes and that aim to relieve us from tedious tasks. Much of the recent advances in such assistant 
systems and robots has been driven by gains in computational power as well as the availability of huge data 
resources that facilitate Deep Learning. But, in particular when turning towards robotic systems that act in 
natural—and not entirely predictable—environments or that should assist and interact with a human, it is still 
apparent how much these artificial systems differ in their nature compared to biological systems and humans. 
More natural interaction appears to require a better understanding of the functioning of the underlying cognitive 
principles that allow for efficient and parsimonious interaction with the world and other agents, and in particular 
appears to require learning principles that rely on less data or experiences. 
My scientific interest is, on the one hand, to understand basic principles of cognitive systems—which means in 
a broad sense to understand how humans think or what constitutes human intelligence. On the other hand, I 
want to apply such principles in learning robots and agents that are able to autonomously act and interact with 
humans as well as other agents. I address these goals by implementing minimal cognitive systems that allow for 
planning, creativity, learning, cooperation, and communication, but also include and are based on action and 
perception. The approach integrates findings and perspectives from diverse scientific disciplines. Therefore, I like 
working in an interdisciplinary environment and cooperating with researchers from different backgrounds. 

In my research, I am approaching cognitive systems from the perspective of Embodied Cognition which 
assumes that a cognitive system is based on a behaving system and grounded internal models. While most 
current technical systems still have difficulties facing noise or even slight changes in an environment, as a first 
step, I follow a bottom-up approach that aims for a system capable of adaptive behavior as found in animals. As 
a second step, cognitive control—understood as realizing a form of planning ahead—complements adaptive 
behavior as a form of dealing with novel contexts. It is leveraging existing knowledge on performing a behavior 
into a novel context, minimizing any harm to the system itself as it is using an internal prediction of possible 
outcomes. These two kinds of behaviors are assumed to rely on two types of processes subserving behavior. 
On the one hand, automatic and effortless processes allow to quickly adapt in real world settings. On the other 
hand, a reflective and controlled process deals with planning ahead as a form of internal simulation. A crucial  
question concerns how these processes are related. From the perspective of Embodied Cognition, these 
processes are deeply intertwined through the notion of grounded internal models and recruitment of these. 
My work has focussed on these aspects of adaptive and cognitive behavior: First, leading to a decentralized 
and biologically inspired control architecture for a six-legged autonomous robot that can adapt to quite severe 
disturbances. Secondly, realizing planning ahead in order to deal with novel problems which involves recruitment 
of internal models. Current and future work have as a goal, first, to exploit the established principles of 
decentralization and hierarchical organization in learning-based approaches which includes different types of 
memory and will be realized using model-free and model-based Deep Reinforcement Learning. Secondly, a 
model-based approach will be further applied for more broad cognitive function, as, for example, learning from 
observation providing a step towards a form of a Theory of Mind. In the long run, this shall lead to co-adaptation 
in groups of (learning) robots and coordination of cooperative behavior in hybrid teams that include humans. 
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Decentralized and Hierarchical forms of Learning 
With the recent success of Artificial Intelligence methods in some tasks—often quite restricted ones as are 
game playing or image recognition—, there is now a growing interest in applying such methods in real-world 
settings and on robots. But broadening the scope of approaches towards broader and noisier application areas 
dramatically increases the difficulty of the problem that require qualitatively different approaches. As adaptive 
behavior allows animals to deal flexibly with the unpredictability of an environment, there is now a new interest in 
biological control principles in order to transfer these towards technical systems. One key insight taken from 
biology is the hierarchical and modular organization of motor control structures. In the past, I have developed a 
decentralized controller that is biologically inspired by detailed work on the neuronal structure and behavioral 
findings of walking in stick insects. Control is distributed onto different levels and processed concurrently in 
decentralized single leg controllers (Fig. 1) which allows to respond on different time scales. This allows for very 
fast reactions, in particular, as in this embodied approach motor control encompasses body and control system 
as well as interaction between these which can simplify control problems (e.g. through the introduction of elastic 
elements in the joint motors). Applied on the six-legged robot Hector, this system showed adaptive autonomous 
behavior that can deal well with quite severe disturbances as are the loss of a leg and produce a variety of 
stable behavioral patterns that emerge from interaction of the local controllers with the environment. 
One disadvantage of such biological models is that the structure is usually setup in detail and requires tuning of 
parameters. Learning based approaches offer here an advantage. Currently, my work has turned to a learning 
based approach for locomotion control. While Deep Reinforcement Learning (DRL) has today shown to become 
more sample-efficient and stable, high dimensionality of a control problem still imposes a difficult problem, in 
particular when applied on robots or in unpredictable environments. My goal is to combine biological traits in a 
learning control architecture for adaptive behavior: On the one hand, DRL is used for training in quite diverse 
settings. On the other hand, the structure of the control architecture is biologically inspired. This includes in 
particular the two introduced characteristics: First, a hierarchical control structure (as advocated currently in 
multiple approaches) and, secondly—which sets this approach apart—using a decentralized structure in which 
each controller only has limited access to a subset of information. Initial results already point out that a purely 
decentralized architecture of six local leg controllers (Fig. 1)—that each control the behavior of a single leg 
relying only on local information—is sufficient to produce adaptive locomotion behavior in difficult and changing 
environmental settings, e.g. when facing uneven terrain. Furthermore, compared to a centralized baseline 
approach it showed not only significantly better performance, but learned much faster (more than factor of two) 
which appears reasonable as in the case of the decentralized architecture the space for exploration is much 
smaller and the crucial causal connections therefore should be detected faster.  

As a next step, I am going to introduce hierarchical organization into the control architecture through an 
extension to a hierarchical DRL approach. Importantly, this introduces different levels on the leg control level as 
well as on the global control level. While this constitutes a form of vertical abstraction, it is complemented by the 
decentralized nature of the architecture that induces a form of information factorization inside the leg controllers. 
Overall, this organization promises to facilitate better learning even compared to hierarchical DRL. It should help 
to avoid problems as catastrophic forgetting when trained for different tasks, and facilitate transfer learning 
between multiple tasks. Therefore, in a next step I will apply such an organization in further tasks and more 
behaviors, for example, for the six-legged robot using the two front legs for grasping objects and moving them 
around in an environment. But further to additional (simulated) more complex environments and robots, e.g. 
involved in grasping, handling of objects and manipulation. In addition, my goal is to transfer the control 
architecture to the PhantomX robot addressing the sim2real problem. An in simulation pre-trained control 
system will be applied and fine-tuned on the robot. As training on the robot is slow and might possibly harmful, 
the advantages gained with respect to sample-efficiency become even more important.  
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Fig. 1:	Left – Decentralized and hierarchical (higher level – blue, lower levels – green, orange – local embodied mechanisms as muscle 
elasticities) organization in biology, as found in walking in stick insect. Such a decentralized structure inspired the Walknet 
approach for control of the six-legged robot Hector (Fig. 2, left). Right – a decentralized architecture is shown as will be used for 
learning (DRL) local locomotion controllers. As a hypothesis, this should lead to faster learning and more adaptive behavior. 



Model-based Learning: Recruitment of Dynamic Internal Body Models 
Internal representations play a key role in cognition and higher level function. Importantly, from my point of view, 
cognitive function rely on internal simulation as a crucial mechanism that can as well be employed in many high 
level tasks, for example, in planning ahead or observation and anticipation of somebody's actions. In internal 
simulation predictive internal models are used decoupled from the body and the environment to predict what will 
happen next. Such an internal simulation requires predictive internal models. I designed a functional body model 
that is grounded in the coordination of the legs of a walking robot or has been applied for targeted arm reaching 
movements. Even though this is quite a simple recurrent neural network model, it is still flexible enough to serve 
multiple functions and can be used for prediction. This allowed to extend, for example, the walking system 
towards a minimal cognitive system in which planning ahead is realized as anticipation of effects of possible 
behaviors followed by an evaluation of the anticipated outcomes. This system can resolve novel problematic 
situations, for example maintaining stability during climbing and searching for footholds. When threatened to 
become unstable, the system tries a behavior outside of its’ original context, but, first, only in internal simulation 
anticipating possible consequences. Only then should a behavior be selected that has shown to be non harmful.  
Planning ahead realized as internal simulation only shows one specific example of recruitment in such a model-
based account (Fig. 2). Advantages of recruitment are that it is, first, parsimonious to reuse models for different 
cognitive function, and, secondly, that concepts are actually grounded in their connections to different 
modalities. My current work further aims at how an internal body model can be flexibly recruited during 
observation. As knowledge on the body structure and the dynamics of possible movements is encoded inside 
the internal body model, I plan to exploit this information as a prior during observation of movements that can 
guide learning correlations between visual inputs during observation and own simulated movements. This will be 
realized using convolutional neural nets as projections onto the body model that can be learnt self-supervised. 
Furthermore, flexible internal models can be leveraged in learning of behavior as well: The cognitive system 
briefly introduced above (Fig. 2) utilizes already internal models during planning in a trial-and-error manner which 
is also used in reinforcement learning. Model-based reinforcement learning allows for faster learning and is more 
sample efficient as it removes the need of costly and time consuming interaction with the environment. Instead, 
this is replaced by planning ahead in which the model is used for prediction. I plan to use the established neural 
network body model in order to learn behavior in an end-to-end fashion. The differentiability of the neural net 
model allows to propagate errors through the whole augmented architecture. My research in this direction has 
started together with Sony Computer Science Laboratories and we are currently further extending this towards, 
first, detecting the structure of observed articulated manipulators, second, map these onto given kinematics, 
and, third, learning of novel structures and novel dynamics from observation. For the underlying body model we 
employ graph convolutions that are embedded in a convolutional autoencoder structure and we want to extend 
the graph neural network towards a hierarchy that is constituted by subgraphs, similar to the hierarchical 
recurrent neural network I employed for the coordination of joint movements during locomotion. 
Internal models should include more than information on the own body. Following an embodied perspective, 
further information should be incorporated in relation to the system itself, i.e., what something affords to the 
system. As a next step, I plan to incorporate distal information about the environment as required, for example, 
in navigation. This might provide an opportunity to collaborate with different research groups—for example the 
Knowledge-based Systems group—and to consider how to integrate different representation formats—and 
related processes for inference—in a cognitive architecture. 
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Fig. 2:	Left – six-legged robot Hector on which the decentralized architecture was applied for adaptive behavior. The current extension 
towards cognitive behavior allows for climbing when there are only limited foothold and it is required to redistribute foot 
placements. Middle – a general architecture with adaptive processes on the left (hierarchical & decentralized organization) and 
the extension of the grounded internal body model that can be recruited for planning ahead or observation. Right – illustration 
of detecting a human agent exploiting dynamic predictions from the body model which facilitates learning cooperative behavior.



Towards Cooperative Robots and Learning in Teams 
One future direction is on extending cognitive architectures for autonomous robots to further cognitive function  
in the context of multiple behaving systems. For our cognitive capabilities, it is crucial to learn from others, e.g., 
through forms of imitation learning. I plan to use such an imitation learning approach to pre-train models with 
experimental data. For example, using movement data from insects can steer learning efficiently towards 
biologically plausible priors. Using a form of generative adversarial imitation learning promises to compensate for 
differences between body structures of insects and of robots. It further provides artificial training samples that 
allow to generalize towards more robust behavior. Importantly, this will allow me to close the loop back to 
biology as it generates a better understanding of the distribution of natural behavior and—combined with 
training different architectures—this will allow to differentiate between possibilities of structural constraints. 
Learning from others requires an understanding of what the other agent is doing. This can be based on 
mapping actions onto the own body model (Fig. 2, right) providing a simple form of a Theory of Mind. As I plan 
to further extend cognitive architectures towards higher hierarchical levels, this will introduce forms of 
abstraction: Temporal abstraction deals with addressing the temporal unfolding on different time scales which 
further induces different levels of internal simulation, e.g., a form of schematic simulation. On higher levels, 
actions and behavior will require more schematic representation that abstract away detailed (joint) movements. 
In such an architecture higher level concepts should emerge, e.g., relating schematic actions to goals.  
Learning of detailed models inside structural constraints should be driven inside cooperative settings. But 
following a DRL-based approach this introduces non-stationarity into our settings: When an agent tries to learn 
how to cooperate, he is trying to find an optimal policy that reflects how the agents actions affect the long-term 
reward. But as other agents in the environment might change their behavior, this might render old experiences 
from learning invalid. The learning agents have to co-adapt. In the future, in a Transregio subproject (“Hybride 
Teams für unterspezifierte Handlungsräume”, currently submitted), I will work on co-adaptation in settings in 
which a natural and an artificial learning agent should cooperate on a common task. This joint project will 
consider an “outer perspective” on the resulting behavior. But, together with neurobiologist, it will as well include 
an “inner perspective” in experiments with learning in rats that interact with an artificial learning agent. This will 
provide a mechanistic view of the roles and recruitment principles of relevant functional components within each 
agent that give rise to co-adaptive behaviors. Overall, we expect that this combination of circuit-level 
neurophysiology, adaptive machine interaction, and symmetric modeling will allow us to identify, algorithmically 
capture and theoretically analyze general strategies by which co-adaptive agents can effectively realize their 
goals and which additional strategies could be invoked to further support their co-adaptive behavior. 
In another future project, my focus is on learning cooperation in hybrid teams of artificial agents and humans. 
Initially, I plan to approach this through learning in a decentralized fashion of individual agents. Introducing 
hierarchical organization will allow to analyze how strategies develop in populations of agents and how these 
can become coordinated. In a next step, the focus will turn to how parsimonious channels for communication 
will facilitate coordination of behavior. This further introduces complementing forms of memory and selection of 
relevant experiences or sensory inputs using action selection mechanisms as already realized in my current 
approaches or attention-like processes on the side of perception. 

In the long run, my goal is to realize embodied cognitive robots that, first, are adaptive and can deal with real-
world environments. Second, in which internal models are grounded and can be flexibly recruited in service for 
higher level cognitive function as are planning ahead even on long time scales or when observing and 
understanding actions carried out by another agent. Third, the robots and agents should be able to learn from 
experience and from others across the different levels of abstraction, for example, anticipating goals and 
intentions. Furthermore, I aim for systems that are able to cooperate in hybrid teams of multiple robots, virtual 
systems, and humans. I want to apply such cognitive architectures in robots that allow for natural interaction as 
they are able to act autonomously, not only freeing human agents from detailed specification of behavior, but 
even further participating as autonomous agents in an overall joint planning process as well as coordination of 
joint action through communication. In my opinion, realizing such systems requires an interdisciplinary approach 
driven by insights from neuroscience and cognitive sciences that help guide the search for hypothetical 
mechanism. Realization in minimal cognitive and learning systems offers a tool that allows to understand the 
reach of such principles and which can elucidate their functioning. Scientifically, it is my goal to understand 
these underlying principles—as are hierarchical and decentralized organization of motor control—as well as the 
structure of internal representation and the learning of these models from experience and in social contexts.  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